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	[Internal/Confidential]
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	Next Review Date
	[Date – recommended within 6 months]

	Shadow AI Audit (Tool 1.1)
	[Completed / In Progress / Not Started]

	AI inventory established?
	[Yes / No – see section 2 definition]























Executive Summary

[Organisation Name] recognises that AI tools present significant opportunities for productivity and decision-making. This policy establishes the governance framework within which AI tools may be evaluated, adopted, and used across the organisation.
The policy covers all staff, contractors, and third parties who use AI tools in the course of work. It applies to all AI systems - procured, embedded in existing software, or accessed independently. It is structured around four governance domains: Acceptable Use, Data and Confidentiality, Accountability and Oversight, and Transparency and Disclosure.

	This policy covers all AI tools in the organisation - those deliberately procured, those discovered through the Shadow AI Audit (Tool 1.1), and any that emerge in future. Where an existing IT, information security, or data protection policy already governs a tool, this policy supplements those controls with AI-specific governance requirements.




























1. Scope and Applicability

1.1	This policy applies to all employees, officers, directors, contractors, consultants, and temporary staff of [Organisation Name] (collectively, “Personnel”).
1.2	It covers all AI tools and systems including large language models, image and code generation tools, and AI features embedded within existing enterprise software regardless of whether they were deliberately procured by the organisation, provided by a vendor as part of an existing contract, discovered through the Shadow AI Audit (Tool 1.1), or accessed independently by Personnel.
1.3	This policy supplements existing IT, information security, data protection, and acceptable use policies. It does not replace them. Where this policy conflicts with any other organisational policy, the more restrictive provision applies.
1.4	Where the organisation has existing governance arrangements for deliberately procured AI tools (e.g. vendor assessments, procurement approvals, IT security reviews), those arrangements continue to apply. This policy adds the classification framework and domain-specific requirements set out below.

2. Definitions


AI Tool: Any software, platform, or embedded feature that uses artificial intelligence or machine learning to process, generate, analyse, or classify information.

AI Inventory: The organisation’s central record of all AI tools in use, including those deliberately procured, those discovered through the Shadow AI Audit (Tool 1.1), and any that emerge in future. Each entry records the tool, its use case, risk assessment, classification action (ADOPT/FORMALISE/MONITOR/BLOCK), and assigned owner. The Shadow AI Audit workbook (Tool 1.1) provides a ready-made format for this inventory.

ADOPT: Low risk, clear value. Use sanctioned with basic guardrails.

FORMALISE: Confirmed value, requires defined governance structures and oversight before use at scale.

MONITOR: Not yet fully assessed. Limited use under observation pending formal classification.

BLOCK: Unacceptable risk with no viable governance path. Use must cease immediately.

Personal Data: Any information relating to an identified or identifiable natural person (GDPR Article 4(1)).

Sensitive Business Data: Commercially sensitive or strategically significant information: financial projections, M&A activity, pricing, board deliberations, legal advice.

Human-in-the-Loop: A requirement that a person with sufficient domain expertise reviews, validates, and takes personal responsibility for AI-generated output before it is acted upon or communicated. The reviewer must be competent to identify errors in the specific subject matter; a general administrative review does not satisfy this requirement.


3. Domain 1: Acceptable Use

3.1 General Principles
3.1.1	All AI use within [Organisation Name] must be recorded in the AI inventory and assigned a classification before use at scale.
3.1.2	The use of AI tools does not diminish any individual’s professional, legal, or contractual obligations. Personnel remain fully responsible for the accuracy and appropriateness of any work product, regardless of whether AI was used in its preparation.

3.2 ADOPT - Sanctioned Use
3.2.1	ADOPT-classified tools may be used by all Personnel for the purposes specified in the inventory. Personnel must not input personal data, client data, or sensitive business data into ADOPT-classified tools unless the tool also holds a FORMALISE classification with a DPA in place.

3.3 FORMALISE - Governed Use
3.3.1	FORMALISE-classified tools may be used only in accordance with the conditions, access controls, and oversight requirements documented in the inventory. Each must have a named owner responsible for ongoing compliance.

	▶ DECISION REQUIRED: Approval threshold for FORMALISE tools
	☐	Conservative
	Written approval from the relevant department head AND the AI governance lead before use commences.

	☐	Balanced
	Approval from the AI governance lead. Department heads are notified but need not separately approve.

	☐	Progressive
	Approval from the tool owner documented in the inventory. The AI governance lead is notified for oversight.

	Tick one. The selected position becomes the operative clause. Delete the others before final approval.



3.4 MONITOR - Under Observation
3.4.1	MONITOR-classified tools may continue in limited use while assessment is completed. Personnel must document usage and report concerns to the designated owner.
3.4.2	All MONITOR-classified use cases must be formally reassessed within [90 / 180] days. If not reassessed within this period, the AI Governance Lead must make a formal classification decision, the use case cannot remain in MONITOR indefinitely.

3.5 BLOCK - Prohibited Use
3.5.1	BLOCK-classified tools must not be used for any work-related purpose.
3.5.2	The following are prohibited regardless of tool classification:


(a) Uploading personal data, client data, or sensitive business data to any consumer-grade AI tool without a DPA.
(b) Using AI to make or communicate decisions affecting individuals (employment, credit, insurance, service eligibility) without human-in-the-loop review.
(c) Using AI to impersonate a real person, fabricate credentials, or misrepresent the origin of information.
(d) Using AI to circumvent security controls or content moderation systems.
(e) Relying on AI-generated legal, financial, medical, or regulatory advice without independent professional verification.

▶ DECISION REQUIRED: Personal AI accounts for work

	☐	Conservative
	Personnel must not use personal AI accounts for any work-related purpose. Only organisation-provisioned tools may be used.

	☐	Balanced
	Personnel may use personal AI accounts for low-risk ideation and drafting, provided no personal, client, or sensitive business data is input, and all outputs are reviewed before use.

	☐	Progressive
	Personnel may use any AI tool provided they comply with the data handling rules in Domain 2 and record the tool in the inventory.

	Tick one. The selected position becomes the operative clause. Delete the others before final approval.




4. Domain 2: Data and Confidentiality

4.1 Data Classification for AI Use
4.1.1	Before using any AI tool, Personnel must assess the data sensitivity of the intended input:

	Data Category
	Examples
	AI Tool Requirement

	Public / Open
	Published reports, marketing copy, general knowledge queries
	Any ADOPT or FORMALISE tool

	Internal
	Meeting notes, internal comms, project plans (no personal data)
	FORMALISE tool with enterprise DPA

	Confidential
	Client data, financial data, HR records, legal advice, board papers
	FORMALISE tool with DPA, access controls, and named owner

	Restricted
	Special category personal data, trade secrets, M&A materials
	BLOCK for consumer AI. Enterprise tools only with CISO/DPO approval



4.2 Data Processing Agreements
4.2.1	No AI tool processing Internal, Confidential, or Restricted data may be used without a Data Processing Agreement (DPA) confirming: (a) input data is not used for model training; (b) data is processed in a jurisdiction with adequate data protection; (c) appropriate security measures are in place; and (d) retention and deletion terms are defined.
4.2.2	DPA status shall be recorded in the AI inventory for each FORMALISE-classified tool.

4.3 Prohibited Data Practices
4.3.1	Personnel must not:
(a)	Input personal data into any AI tool without a DPA and lawful basis under GDPR.
(b)	Input client-identifiable data into consumer-grade AI tools under any circumstances.
(c)	Input sensitive business data into tools not classified as FORMALISE with appropriate controls.
(d)	Use AI tools to combine datasets in ways that could re-identify anonymised individuals.

▶ DECISION REQUIRED: AI training data opt-out

	☐	Conservative
	All AI tools must opt out of model training on organisation data. Tools that cannot provide this assurance are BLOCK.

	☐	Balanced
	Enterprise-tier tools must opt out of model training. Consumer-tier tools must not process Internal or higher data.

	☐	Progressive
	Enterprise-tier tools should opt out where the option is available. The risk is noted but not an automatic barrier.

	Tick one. The selected position becomes the operative clause. Delete the others before final approval.




5. Domain 3: Accountability and Oversight

5.1 Governance Roles
5.1.1	[Organisation Name] assigns the following governance roles:

	Role
	Responsibilities

	Board / Committee
	Approves this policy. Receives six-monthly classification summary. Escalation point for BLOCK decisions.

	AI Governance Lead
	Maintains the AI inventory. Coordinates assessments. Reports to the board. [Name: ________]

	Tool Owner
	Named individual for each FORMALISE tool. Ensures governance conditions are met. Conducts periodic reviews.

	DPO
	Advises on GDPR compliance for AI use cases involving personal data. Consulted on Confidential/Restricted processing.

	All Personnel
	Comply with this policy. Report new AI tool usage. Complete AI literacy training.







5.2 Human-in-the-Loop Requirements
5.2.1	All AI-generated outputs that are external-facing must be reviewed and approved by a person with relevant domain expertise before distribution. AI-generated output must not be presented as human-authored professional advice unless independently verified by a qualified professional who takes personal responsibility.

▶ DECISION REQUIRED: Human review scope for internal documents

	☐	Conservative
	All AI-generated content, including internal documents, must be reviewed by a domain-competent human before circulation.

	☐	Balanced
	External-facing content must always be reviewed. Internal documents may be circulated with an [AI-assisted] label without additional review.

	☐	Progressive
	Review required only for external and client-facing content. Internal use of AI-assisted content is at the user’s discretion.

	Tick one. The selected position becomes the operative clause. Delete the others before final approval.



5.3 Incident Reporting
5.3.1	Personnel must report AI-related incidents to the AI Governance Lead without delay including: data disclosure via an AI tool, reliance on materially inaccurate AI output, discovery of an uninventoried AI tool in use, or any suspected breach of this policy. The AI Governance Lead shall maintain an incident log and include a summary in the six-monthly board report.

5.4 AI Literacy
5.4.1	Under Article 4 of the EU AI Act, [Organisation Name] must ensure all Personnel who use AI systems have sufficient AI literacy. Training shall be provided to all Personnel within [90 / 180] days of this policy taking effect, and to new joiners within [30] days.
 
6. Domain 4: Transparency and Disclosure

6.1 External Disclosure
6.1.1	Disclosure shall be in clear, plain language. It need not name the specific tool but must indicate that AI-assisted processing occurred and human oversight was applied.

▶ DECISION REQUIRED: Client/customer disclosure

	☐	Conservative
	AI involvement must be disclosed in all cases where AI tools contributed to any deliverable, communication, or decision.

	☐	Balanced
	AI involvement must be disclosed where AI materially contributed to a deliverable or decision. Routine assistance (grammar, scheduling) need not be disclosed.

	☐	Progressive
	Disclosure required only where AI made or materially influenced a decision affecting the client, or where regulation mandates it.

	Tick one. The selected position becomes the operative clause. Delete the others before final approval.




6.2 Internal Disclosure
6.2.1	AI-assisted content shared internally should be labelled “[AI-assisted]” in the document title or metadata. Board papers, management reports, and committee submissions that used AI must note this in the document.

6.3 Regulatory Disclosure
6.3.1	Where AI tools are used in regulatory filings, tax returns, audit documentation, or compliance reports, AI use must be disclosed where required by applicable regulation or professional standards. The AI Governance Lead shall maintain awareness of evolving sector-specific disclosure requirements.

7. Compliance, Enforcement, and Review

7.1	All Personnel are expected to comply with this policy. Non-compliance may result in disciplinary action in accordance with [Organisation Name]’s disciplinary procedures.
7.2	The AI Governance Lead will conduct periodic compliance checks, including spot-checks of AI tool usage against the AI inventory.
7.3	Departments using AI tools not recorded in the inventory must complete a retrospective classification within [14 / 30] days.
7.4	This policy shall be reviewed every six months from the date of board approval, or sooner if triggered by: a material change in AI regulation, a significant AI-related incident, or the introduction of a new high-risk AI use case.
7.5	Amendments require approval from [the Board / the relevant committee]. Minor clarifications may be approved by the AI Governance Lead and reported to the Board at the next meeting.
7.6	Each version of this policy shall be retained for a minimum of [three / five] years for audit and compliance purposes.








Appendix: How This Policy Works in Practice

This section is for everyone who uses AI tools at work. It explains what the policy means in practice, using a concrete example.
Scenario: Someone in your sales team starts using a new AI tool to draft client proposals.
Step 1. Check the AI inventory. Is this tool already listed? If yes, follow the classification action: ADOPT means go ahead with basic guardrails; FORMALISE means checking the conditions and get approval first; MONITOR means limited use only; BLOCK means stop.
Step 2. If the tool isn’t listed, notify the AI Governance Lead (or your line manager, who escalates). The tool gets added to the inventory and assessed. Until it’s classified, treat it as MONITOR - limited use, no sensitive data. If the tool was deliberately procured by IT and already has a vendor assessment, that assessment feeds into the classification.
Step 3. Before putting anything into the tool, ask: what data am I inputting? Internal text with no personal or client data - fine for most ADOPT or FORMALISE tools. Client names, financials, or anything confidential - stop and check the data classification table in Section 4.
Step 4. Review anything the AI produces before it goes to the client. Don’t copy-paste AI output into a client email without reading it. This isn’t optional, it’s a policy requirement (Section 5.2).
Step 5. If the proposal goes to the client and AI materially contributed to its content, disclose that in line with Section 6.

	Five steps. That’s the daily reality of this policy. The formal clauses above exist to make these five steps enforceable and auditable but this is what it looks like on a Tuesday morning.























Schedule A: Current AI Classification Register
This schedule provides a snapshot of the organisation’s AI inventory at the date of policy approval. It should be updated each time the AI inventory is formally reviewed (see clause 7.2). The full inventory including risk scores, owners, and review dates is maintained in the master AI inventory (Tool 1.1).

	Tool / System
	Primary Use Case
	Classification
	Key Conditions

	[e.g. Microsoft 365 Copilot]
	Email drafting, document summarisation, meeting notes
	ADOPT
	No client-confidential data in prompts; outputs reviewed before sending

	[e.g. ChatGPT Enterprise]
	Research, first-draft content, brainstorming
	FORMALISE
	Enterprise licence only; no personal/client data; DPA in place

	[e.g. Jasper AI]
	Marketing copy generation
	FORMALISE
	Marketing team use only; brand review required before publication

	[e.g. AI transcription tool]
	Meeting transcription and summarisation
	MONITOR
	Under evaluation; no recordings of client meetings until classified

	[e.g. Free online AI tool]
	Ad-hoc summarisation by individual staff
	MONITOR
	Discovered via Shadow AI Audit; pending formal assessment

	[e.g. Deepfake / voice cloning tool]
	N/A
	BLOCK
	Prohibited - reputational and legal risk; no legitimate business use case



	Populate this schedule with your organisation’s actual AI tools before circulating the policy. Include everything: tools your organisation deliberately procured, AI features embedded in existing software (e.g. Copilot in Microsoft 365), and any tools discovered through the Shadow AI Audit (Tool 1.1). Delete the example rows above and replace with your real inventory.



Classification key: ADOPT = approved for use | FORMALISE = approved with conditions | MONITOR = limited use, under review | BLOCK = prohibited


9. Board Approval Record
This policy was reviewed and approved by the following:


	Name
	Role
	Signature
	Date

	
	
	
	

	
	
	
	

	
	
	
	

	
	
	
	

















Important Notice - Disclaimer
This document is provided by the Institute of Directors Ireland (IoD) as a governance resource for guidance purposes only. It does not constitute legal, regulatory, or professional advice.
IoD Ireland has prepared this template in good faith based on the regulatory landscape as understood at the date of publication, including the EU AI Act and its transposition into Irish law. The AI regulatory environment is evolving rapidly and IoD Ireland makes no representation or warranty that this template is complete, current, or suitable for any particular organisation or circumstance.
Organisations are solely responsible for ensuring that their AI use policy complies with all applicable laws, regulations, and professional obligations. IoD Ireland strongly recommends that organisations obtain independent legal advice before adopting, adapting, or relying upon this template.
IoD Ireland, its officers, directors, employees, and agents accept no liability whatsoever for any loss, damage, cost, or expense arising from or in connection with the use of, or reliance upon, this template or any policy derived from it, whether in contract, tort (including negligence), breach of statutory duty, or otherwise.
This template is provided exclusively for the use of IoD members and their organisations. It may not be reproduced, distributed, or made available to non-members without the prior written consent of IoD Ireland.
	This document was prepared using the IoD Ireland AI Governance Toolkit (Tool 2.1: AI Use Policy Builder). Organisations should obtain independent legal and professional advice before adopting this policy.
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